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Abstract
High quality easily-accessible resources are crucial for developing reliable applications in the health and biomedical domain. At the
same time, interoperability, broad use, and reuse are vital considerations when developing useful systems. As a response, BioC has
recently been put forward as a convenient XML format to share text documents and annotations, and as an accompanying
input/output library to promote interoperability of data and tools. The BioC approach allows a large number of different textual
annotations to be represented, and permits developers to more easily and efficiently share training data, supportive software modules
and produced results. Here we give a brief overview of BioC resources. We also present the BioC-PMC dataset as a new resource,
which contains all the articles available from the PubMed Central Open Access collection conveniently packaged in the BioC
format. We show how this valuable resource can be easily used for text-mining tasks. Code and data are available for download at
the BioC site: http://bioc.sourceforge.net.
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1.

Introduction

The BioCreative1 challenge evaluations since 2003 have
reflected community-wide efforts for evaluating text
mining and information extraction systems, and have
sought to promote research on the topic. A goal of these
meetings has consistently been to make available both
suitable information extraction systems that handle life
science literature and suitable “gold standard” data for
training and testing these systems (Arighi et al., 2011;
Hirschman et al., 2005; Krallinger et al., 2008; Wu et al.,
2012). The BioCreative IV meeting, held in October
2013,
specifically
addressed
the
goal
of
interoperability—a major barrier for wide-scale adoption
of the developed text mining tools. As a solution, BioC2
(Comeau, et al., 2013) is a simple XML format, specified
by DTD, to share text documents and annotations. BioC
is also a suite of software tools to read and write the
BioC format in multiple common computer languages.
The BioC annotation approach allows many different
annotations to be represented, including sentences,
tokens, parts of speech, and named entities such as genes
or diseases. The BioC repository offers several corpora
with biomedical data annotations in BioC format. In
order to increase the usefulness of BioC, it is important
to make more data available in the BioC format.
Much of the data used for biomedical text mining comes
from PubMed. PubMed currently contains more than 23
million citations for biomedical literature, of which, 2.9
million are currently deposited to PubMed Central 3
(PMC) for free full-text access. Furthermore, the Open
Access subset of PMC, which contains more than 700
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thousand full-text articles, is made available for further
redistribution and reuse under Creative Commons
licences. This resource is very important to the
biomedical text mining community, because traditionally
access to full-text has been limited by copyright
restrictions, preventing large scale processing. Many
biomedical text mining and NLP algorithms are trained
on PubMed data and there is evidence that more precise
and detailed information could be obtained through
processing of full-text articles. Many authors have
studied, or pointed out as a conclusion of their study, the
differences between data in abstracts and full-text article
bodies (Blaschke & Valencia, 2001; Cohen & Hersh,
2005; Corney et al., 2004; Divoli et al., 2010; Hearst et
al., 2007; Hirschman et al., 2012; Shah et al., 2003; Yu &
Agichtein, 2003).
In this work, we present the PMC Open Access subset in
BioC format. Our goal is to make the text of the articles
easily accessible, by providing a simpler alternative to
the general-purpose PMC XML, which has been
designed to accommodate multiple publishers and allow
a rich online display. By allowing easier access to textual
information in PMC Open Access articles, we hope that
the resource will become simpler to use, and the wealth
of information it contains will be utilized more
efficiently.
In the following sections we begin with a brief overview
of BioC, describe available tools and enumerate some of
the corpora that have been converted to the BioC format.
This is followed by a description of the BioC-PMC
corpus. Finally we present the results of an example
application of the BioC-PMC corpus. All abbreviation
definitions are extracted from BioC-PMC text and results
are analysed and discussed.

2.

The BioC format

The BioC DTD defines the syntax in which a document
can contain text, annotations and relations. All data in
BioC is organized in collections. Collections have
attributes that identify their source, date and keyfile.
The building unit of a collection is a document.
Documents are identified by their unique identifiers and
are composed of passages which may be further
separated into sentences. Annotations, and relations
between them, can be defined at the sentence or passage
level. Every element in a BioC file may be described by
units of information defined in key-value pairs termed
infons.
Keyfiles in BioC are plain text documents compiled by
the authors of the collection that explain important
semantic details of the documents in the collection and
the meaning of the tags or tag sets used in this data
collection. A keyfile must accompany each BioC
formatted collection. Different corpora or annotation sets
that share the same semantics may reuse an existing
keyfile. The keyfiles of the currently available BioC
collections are available from the BioC website. In time,
we believe, the most useful keyfiles will develop a life of
their own, thus providing emerging standards that are
naturally adopted by the community.
The base format of BioC is XML because XML is well
known, well documented, and well implemented.
Standard XML tools can be used when convenient. But
to ease and facilitate BioC use for BioNLP researchers,
BioC also includes libraries for reading data into and
writing data out of data structures in a number of
common languages, including C++, Java and Python.
The main goals are achieving interoperability, allowing
tool developers to spend their time on the task at hand,
and minimizing the time spent on learning a new data
format.

3.

BioC tools

Teams participating in the BioCreative IV challenge have
also contributed a number of text and natural language
processing tools which handle the BioC format as well as
conversion tools that help convert corpora in other
formats into BioC and vice-versa (Comeau et al., 2013;
Islamaj Dogan et al., 2013; Jimeno Yepes et al., 2013;
Khare et al., 2013; Lai et al., 2013; Liu et al., 2013;
Marques & Rinaldi, 2013; Peng et al., 2013; Rak et al.,
2013). As a result, a number of tools using BioC can be
downloaded and applied to any BioC-formatted dataset
as well as combined with other existing processes.
Natural language processing often begins with a
linguistic pre-processing pipeline. Two commonly used
tool sets for biomedical text data, MedPost (Smith et al.,
2004) and Stanford (Klein & Manning, 2003), have been
adapted to the BioC format. The BioC NLP pipelines

(Comeau et al., 2013) can perform sentence
segmentation, tokenization, lemmatization, stemming,
part-of-speech tagging and parsing. The BioC format
also allows the convenience of mixing and matching
different tools, regardless of whether the work medium is
in C++, Java, or another language with BioC support. As
a result, researchers in a team that have different
preferences in programming languages can easily work
together.
Abbreviation definition identification, which has been
considered an important step in biomedical entity
recognition tasks, is now available in BioC (Islamaj
Dogan et al., 2013) via the implementation of three
different algorithms: Schwartz and Hearst (Schwartz &
Hearst, 2003), Ab3P (Sohn et al., 2008) and NatLAb
(Yeganova et al., 2011). Schwartz and Hearst is a
well-known, simple, and effective algorithm. Ab3P uses
a richer rule-based approach with rules adapted to the
length of the short form and designed to take precedence
based on an approximate precision measure. NatLAb
was developed as a machine learning approach, with
rules as features, and was trained on a naturally labeled
training set that contrasted potential definitions with
random analogs to identify the long form definition for
each abbreviation.
In addition, a number of biomedical named entity
recognition (NER) tools were adapted to work
seamlessly with the BioC format. These include a suite
of tools for recognition of diseases, mutations, and
chemical names, as well as gene and species
normalization (Khare et al., 2013), and metabolic process
concept identification (Rak et al., 2013). The results of
these tools can be used directly or as features for more
sophisticated entity recognition or understanding tasks.
Other contributions to BioC are tools that convert other
data formats to BioC. Of note is the Brat2BioC tool,
which provides two-way conversion between BRAT
(brat rapid annotation tool, the BioNLP Shared Task
series’ data file format) and BioC (Jimeno Yepes et al.,
2013). This functionality was realized by two other
teams (Rak et al., 2013) and (Peng et al., 2013) as well,
as part of their BioCreative IV contributions. This allows
researchers to intermingle resources in either format. In
addition, PubTator (Wei et al., 2013), a web-based
annotation tool, has also been adapted to BioC. Finally
modules that perform higher level tasks such as semantic
role labelling (Lai et al., 2013) or sentence simplification
(Peng et al., 2013) are available to the community via
web access.

4.

BioC-formatted corpora

The BioC website lists a number of biomedical corpora
for download and provides links to other websites that
host biomedically-relevant BioC-formatted corpora.
These corpora are mostly based on PubMed, and they
can all be used, alone or in combination, for the
development and analysis of new biomedical language
processing methods and techniques.
For example, the BioC website hosts four corpora
annotated for abbreviation definition in biomedical
literature, namely the Schwartz and Hearst corpus of
1000 PubMed abstracts(Schwartz & Hearst, 2003), the
BIOADI corpus of 1201 PubMed abstracts (Kuo et al.,
2009), the Ab3P corpus of 1250 PubMed abstracts (Sohn
et al., 2008) and the old MEDSTRACT corpus of 199
PubMed abstracts. They are all manually annotated and
curated and there exists virtually no overlap among
them, which demonstrates that they may be usefully
combined into a larger resource [Islamaj Dogan et al.
submitted].
Close to twenty biomedical corpora in BioC format
(Jimeno Yepes et al., 2013) may be downloaded from the
WBI repository4. These corpora include annotations for
entities such as genes, mutations, and chemicals, as well
as relations such as protein-protein interactions,
disease-treatment relations, gene-expression and others.
Another important contribution to the BioC repository is
a corpus of 200 full-text articles, the BC4GO corpus,
annotated for gene ontology (GO) terms (Khare et al.,
2013). This corpus is annotated for GO terms, GO
evidence codes and key sentences that annotators used as
evidence for the annotations, and was the official corpus
for the BioCreative IV GO task.

also available for download in the PMC XML format, or
PDF. There are supplementary files available via the
PMC ftp site, and users who are interested in complete
information in the original formatting are encouraged to
obtain those files.
The articles, as originally formatted for publication,
contain similarities as well as quite a few differences in
formatting, depending on the publisher. Full-text articles
formatted to be displayed on and downloaded from the
PMC website, are the end result of a considerable body
of work attempting to unify the large array of article
formats used by all contributing journals and publication
venues. As such, while the end result is admirable and
provides a unified view for all full-text articles displayed
on the website, the underlying XML contains a huge
amount of mark-up information that is generally not
valuable for biomedical text processing.
When full-text articles are converted to BioC format, an
article’s textual information is preserved, and appears in
passages. The BioC format for each document is
organized as follows:
1.

Document ID, which corresponds to the
PubMed Central ID (PMCID).

2.

First passage contains the front matter—which
contains author names, article title (text of
passage), article id (both PubMed and PMCID),
and publisher information.

3.

The rest of the article is a series of passages, of

Finally, the NCBI disease corpus (Dogan et al., 2014),
which contains annotations for disease mentions and
concepts in a collection of 800 PubMed citations,
manually annotated by 14 annotators, is also available in
BioC format.

5.

The BioC-PMC Corpus

Here we present and make available to the biomedical
community the largest BioC corpus yet of biomedical
literature that can facilitate biomedical text processing.
The BioC-PMC (PMC Open Access articles in BioC
format) corpus contains all full-text articles currently
available for download at the PMC ftp site5.
The BioC-PMC corpus currently contains 581,779
articles from more than 3000 journals. These articles are
4
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Figure 1 Thumbnail web view of an article.

Passage
type
title_1
paragraph
title_2
paragraph
paragraph
title_2
paragraph
title_3
paragraph
title_2

Description of text in passage
First section title
Paragraph in section
Subsection title
Paragraph in subsection
Another paragraph in subsection
Title of second subsection
Paragraph in subsection
Title of a subsubsection
Paragraph in subsubsection
Title of third subsection

Table 1: The linear structure of Figure 1 represented
in BioC passages. The types allow recovery of the
nested structure if desired.

which the abstract is distinguished, and, if it is a
structured abstract, this structure is reflected in
passages. This idea is continued in the whole
article, as the information about the original
nested sections is preserved in the passage
types.
4.

Figure captions appear as separate passages, as
do table captions and footnotes. However, the
table structure is lost, and all text previously
organized in a table now exists as a sequence of
text fragments in a corresponding passage.

5.

Each reference is a separate passage. The title of
the referenced article is the passage text. Other
details vary with the elements in the original
PMC XML file.

Care has been taken that all relevant textual information
in an article is preserved. While the passages appear in
linear order, information about the original nested
structure appears in the passage types, so the original
structure can be recovered. Figure 1 and Table 1

Figure 2: Number of BioC-PMC articles (y-axis) per
number of passages in an article (x-axis).

demonstrate how the nested structure of the document
can be reconstructed from a linear series of passages.
First, the passages appear in a simple, linear order. If the
processing cannot benefit from the structured nature of
the document, it can be easily ignored. However, if the
structure can inform the processing, much of it can be
recovered. The title passages directly indicate section
titles and the proper nesting depth of the passage. They
also indirectly indicate the end of the previous section.
Details about the passage types are given in the
keyfile. The BioC-PMC text is available in both
Unicode and ASCII. The Unicode characters include all
original characters in the PMC file, which occasionally
stretch beyond the Basic Multilingual Plane.
We plan to continue to improve the BioC-PMC corpus
files, and add additional information from the full PMC
XML file, as long as it can be done consistently with the
goals of BioC. One possible example is indicating where
the references to figures and tables appear in text via
annotations and relations. Another could be identifying
bold and italic text using annotations.

5.1 BioC-PMC corpus characteristics
The current release of the BioC-PMC corpus was
downloaded in July 2013 and contains 581,779 articles.
Of these, about 86,000 are not fully available in XML,
but exist partially as OCR’ed image files. These
documents make up the two high peaks in Figure 2,
because the PMC XML files of these articles contained
only the title or title and abstract. The current size of the
corpus is 64GB.
BioC-PMC articles have 83 passages on average. We
calculated the average size of an article as the number of
BioC passages. The number of BioC passages in a
document is dependent on several things: 1. the authors’
decisions to outline and partition their work when
writing the article, 2. the suggested or required article

Figure 3: Number of BioC-PMC articles (y-axis) per
number of characters in an article (x-axis).

Articles
53,075
22,510
22,372
20,894
20,837
14,010
10,333
7,801
7,786
7,240

Publication venue
PLoS One
The Journal of Experimental Medicine
The Journal of Cell Biology
British Journal of Cancer
Acta Crystallographica Section E:
Structure Reports Online
Environmental Health Perspectives
Nucleic Acids Research
Critical Care
The Journal of General Physiology
The Yale Journal of Biology and
Medicine

Table 2: Ten most frequent journals in the BioC-PMC
corpus.
format by publication venue, and finally 3. the rendering
of that format to the PMC XML format, which in turn is
simplified in BioC. This distribution is depicted in
Figure 2, and shows a range from 1 to more than
100,000. The clear majority of articles, 97% of them,
have less than 200 passages. The average and median
number of passages per article are 83 and 84,
respectively. Exceptions include 12 articles of more than
10,000 passages. The PMC collection includes articles
which are conference transcripts, and these transcripts
tend to be very long.
We also computed BioC-PMC article length in text
characters, and this is shown in Figure 3. The average
number of ASCII text characters per article is 26,242,
with a median of 24,846. The article you are reading has
a similar length. Only 5% of PMC articles have a
character length of more than 100,000 and approximately
50,000 articles in the current collection have less than
1,000 text characters.
Top Ten Journals in the BioC-PMC corpus. We
examined the distribution of BioC-PMC articles across
their publication venues. As mentioned above, there are
more than 3,000 journals and other publication venues
that contribute articles to the PMC OA subset. To give an
example of the range of topics covered, in Table 1, we
show the number of articles for the top ten most common
journals.
Section Titles in the BioC-PMC corpus. When
converting the PMC-OA corpus to BioC, we were
careful to preserve information about the original
sections of articles. Researchers, however, may be
interested in working only on particular sections of a
full-text article, as different pieces of information tend to
be concentrated in pre-determined sections of an article.
For example Materials and Methods may need to be
treated differently than the other sections. To explore this
line of research, we extracted all level one headings in
the BioC-PMC corpus and tried to find common section

Common Article sections
Introduction, Background, INTRODUCTION,
The Study, Purpose, Objective, Related
literature, Related Literature, Review
Methods, Materials and Methods, Materials and
methods, MATERIALS AND METHODS,
METHODS, RESEARCH DESIGN AND
METHODS, Patients and methods, Material
and Methods, Implementation, Methodology,
PATIENTS AND METHODS,
Methods/Design, MATERIAL AND
METHODS, Subjects and Methods, Patients
and Methods, Methods Summary,
EXPERIMENTAL PROCEDURES
Results, RESULTS, Results and Discussion,
Results and discussion, Experimental Section,
Results/Discussion, Findings
Discussion, DISCUSSION, Limitations
Conclusion, Conclusions, CONCLUSION,
CONCLUSIONS, Concluding remarks,
Discussion and conclusion, Concluding
Remarks, Discussion and Conclusions,
Summary
Acknowledgements, Acknowledgments,
Acknowledgement, Acknowledgements and
Funding, Acknowledgements and funding,
ACKNOWLEDGEMENTS, FUNDING,
Funding
Authors’ contributions, Author Contributions,
Authors' contribution, Authors' Contributions,
Author's contributions
Competing interests, Conflict of Interest
Statement, Competing interest, Conflict of
interest and funding, Disclosures, CONFLICT
OF INTEREST, Competing Interests
Supplementary material, Supporting
Information, Special details,
SUPPLEMENTARY DATA, Supplementary
data, Supplemental Material, Additional data
files, SUPPLEMENTARY MATERIAL
Availability and requirements
Authors' information
Figures, Figures and Tables
Pre-publication history
CASE REPORT, Case presentation, Case
Report, Case report, Case Presentation
Appendix
Abbreviations, List of Abbreviations, List of
abbreviations used
Table 3: Most common section titles and their
synonyms in BioC-PMC corpus.
titles that appear in the majority of articles. While the
expected sections of AIMRD (Abstract, Introduction,
Methods, Results, Discussion) format were the most
common, we ended up with a list of more than 200,000
unique level one section titles. In Table 3, we grouped

Article
Section
Title
Abstract
Table caption
Figure
caption
References
Text
Total

Number of
abbreviation
definitions
14,107
669,120
83,911
556,672
392,812
4,151,765
5,868,387

Percentage
0.24%
11.40%
1.43%
9.49%
6.69%
70.75%
100.00%

Table 4: Total number of abbreviation definitions in the
BioC-PMC corpus as found in different sections of an
article.
Figure 4: The distribution (from 581,779 full text articles)
of the number of abbreviations paired with their different
long forms. The y-axis shows the number of
abbreviations, and the x-axis the number of distinct long
form definitions for each abbreviation.
level one section titles that appeared in more than 500
articles in the BioC-PMC corpus into intuitive common
groups, in order to be able to list common synonyms and
identify similar sections in the data. As expected, the
majority of differences are inflectional variants, spelling
variants, lowercase versus uppercase usage, etc. Table 3
excludes section titles from the journal Acta
Crystallographica Section E: Structure Reports Online.
This journal, has contributed more than 20,000 articles to
the PMC OA subset, and these articles have a very
distinct format, with section titles such as: Fractional
atomic coordinates and isotropic or equivalent isotropic
displacement parameters (A2),and Atomic displacement
parameters (A2), which are not found in articles from
other journals.

6. An example application: abbreviation
definition identification over BioC-PMC
To verify the usability of the BioC-PMC corpus for
actual research, we performed a simple experiment of
collecting abbreviation definitions in biomedical articles.
We used the BioC compatible Ab3P tool to identify
abbreviations and their definitions on all the text
elements in the BioC-PMC corpus.
Abbreviations are consistently used both in biomedical
literature and as search terms in biomedical databases.
Correct resolution of an abbreviation to its intended
meaning requires that the abbreviation definitions are
identified as the authors introduce them in the text. We
report the extent of abbreviations in full text articles,
which has never been done on this scale before. Here we
present our observations from this study, and the whole
set of abbreviations and their definitions that we have
found in this corpus is available upon request.

6.1 Abbreviations in full-text articles

Unique abbreviation definitions
Unique abbreviations

1,409,957
372,161

Table 5: Abbreviation statistics. The number of unique
abbreviation definitions in the whole BioC-PMC corpus
and the number of unique abbreviations.
We extracted all abbreviations and their definitions from
the articles and where they were found and computed the
statistics of Table 4.
Most abbreviation definition finding algorithms are
trained on and applied to text in titles and abstracts.
Table 3 reveals several interesting facts. First, the
majority of abbreviations are defined in the body of an
article. Out of 1,346,388 unique abbreviation definitions
found in the body of the article, excluding title and
abstract (a total of 5,185,160 short form, long form pair
occurrences), only 11% (152,980) of those are also found
in a title or abstract. This is another example of the
importance of full-text processing for biomedical text
mining. Second, figure and table captions seem a popular
place to define abbreviations. Figure and table captions
have been established as important information
extraction locations for biomedical text mining (Hearst et
al., 2007). Our findings reinforce this conclusion, and
even more so, when we look deeper into the numbers. Of
265,641 unique abbreviation definitions extracted from
figure and table captions (a total of 640,583 short form,
long form pair occurrences), only 46,519 (17.5%) are
found defined in a title or abstract of the BioC-PMC
corpus, and only 111,489 (42%) are defined elsewhere in
the BioC-PMC corpus, including title and abstract.
Figure 4 reports data on the abbreviation definition pairs
as found across the whole corpus. Table 5 lists the
number of unique definitions as found across the whole
corpus, and the number of unique abbreviations. This
demonstrates that abbreviations are ambiguous and often
the same short form is paired with multiple different long
forms. To examine the extent of this phenomenon we
plotted the distribution of abbreviations per number of
definitions, and show this data in Figure 4. The majority
of abbreviations, 64%, have only one definition. This is

not shown in Figure 4, in order to be able to scale the
data. A small minority, less than 0.8% of the total
abbreviations, are paired with 100 distinct definitions or
more. It is important to note that, the long form
definitions while often being term variations of the same
concept (for example, GFP -> “green fluorescent
protein” and “Green Fluorescent Protein”), also represent
different concepts (for example PI -> “propidium
iodide”, “phosphatidylinositol”, “protease inhibitor”
etc.). These statistics demonstrate the complexity of the
abbreviations in biomedical text.
The extraction of abbreviation definitions from the data
in the BioC-PMC corpus utilized the BioC compatible
Ab3P tool. For this study, we were able to use all the text
passages contained in the corpus, for both exploration
and analysis purposes. This example application of a data
mining task shows that the corpus is ready for use.

7.

Conclusions

BioC is a useful format and a growing set of tools and
corpora that is simple, easy-to-use and freely available to
the community. The most recent addition is the
BioC-PMC corpus. The BioC-PMC corpus simplifies the
processing of the PMC OA subset of articles for text
mining purposes and our initial processing shows that it
is ready for use. BioC code and data are available for
download at the BioC site: http://bioc.sourceforge.net.
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